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ABSTRACT
Computational atlases based on nonrigid registration have found much use in the medical imaging community.
To avoid bias to any single element of the training set, there are two main approaches: using a (random) subject
to serve as an initial reference and posteriorly removing bias, and a true groupwise registration with a constraint
of zero average transformation for direct computation of the atlas. Major drawbacks are the possible selection
of an outlier on one side, and an initialization with an invalid instance on the other. In both cases there is great
potential for a!ecting registration performance, and producing a final average image in which the structure of
interest deviates from the central anatomy of the population under study.

We propose an inexpensive means of reference selection based on a groupwise correspondence measure, which
avoids the selection of an outlier and is independent from the atlas construction approach that follows. Thus,
it improves tractability of reference selection and robustness of automated atlas construction. We illustrate the
method using a set of 20 cardiac multislice computed tomography volumes.
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1. INTRODUCTION
Computational atlases have found much use in the medical imaging community as of late. The robustness of
their automated construction depends entirely on the success of the underlying image registration procedure.
Although the elements of the registration process–similarity metric, transformation model and optimizer–in
large part determine the performance, other major influencing factors are the images to be registered and the
parameters employed in the registration. Usually each pair of images is registered using its own set of (near)
optimal parameters, which represents a considerable amount of interaction prior to the actual atlas construction.
In automated atlas construction based on nonrigid registration, one would therefore preferably carry out all
registrations with as few sets of parameters as possible, meaning that these will be suboptimal for most pairs of
images. Combined with possibly major di!erences between images, it deserves preference to find a reference as
central to the population as possible to initialize the atlas construction procedure with.

The quest for centrality comes directly from the purpose of atlas construction itself: the creation of a popula-
tion average that is constructed by minimizing the average deformation required to deform any member of said
population into this reference. Additionally, the success of registration, given fixed parameterization and registra-
tion components, depends on the similarity between images upon initialization. This means we should maximize
the similarity between the initial estimate of the population average and the members of the population.
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The option of selection based on expert opinion as proposed by Park et al.1 must be discarded for scalability
reasons; although the first ‘typical’ volume may be used, some definition (by the expert) of what constitutes
‘typical’ would have to be based on the entire set of volumes, or at least on a sizeable subset. The same group
later proposed to select the reference based on the bending energy of the deformations, in this case represented
by a thin plate spline.2 From these, a matrix of pairwise distances is filled, after which multi-dimensional scaling
is employed to find the initial reference. While claiming to demonstrate feasibility, their experiments encompass
50 two-dimensional images of 256!256 pixels. The amount of data we use in this work is two orders of magnitude
larger, and is still at least an order of magnitude smaller than the set we consider for atlas construction. At this
rate, the feasibility of the energy based approach rapidly diminishes.

Another family of approaches assumes no reference volume as a member of the set, but one generated as
the voxel-wise arithmetic mean of the images under zero deformation. The central tendency is established by
imposing limits on the average transformation3–5 while maximizing the similarity between the deformed images
and the voxel-wise arithmetic mean of the deformed images. As such, there is no reference to introduce bias, but
the stability of the method is jeopardized by the initialization: there is no guarantee that the voxel-wise mean
image under zero deformation represents a valid instance of the population under study.

We present here a heuristic called groupwise mutual information (GWMI), derived from mutual information
(MI), for the selection of a reference image. We show that it leads to the selection of a most typical image in a set.
In addition to the centrality property, a low noise level aids in registration performance. We also demonstrate
that our GWMI measure favors lower noise levels in equal anatomies. Finally, we show that employing our
heuristic indeed results in a smaller mean local deformation in the mean deformation compared to candidates
avoided based on our heuristic.

2. METHODS
The question of reference selection has been addressed previously using a posteriori selection based on the
bending energy of a thin plate spline based nonrigid transformation.2 However, this requires exhaustive nonrigid
cross-registration, which is extremely expensive, while the majority of these registrations is ultimately discarded.
Additionally it assumes that all registrations have converged to a globally optimal solution. We would limit this
to only an a"ne cross-registration to make sure pose and scaling variations do not influence our results. After
this registration, GWMI is applied to select the reference volume. This metric is cheap to compute in both time
and memory.

We can extend the MI metric between two images I1 and I2 to a metric between an image I and a set of
images J in the same fashion as in Bhatia et al.6 using

GWMI(I,J ) = H(I) + H(J ) " H(I,J ). (1)

With the probability of an intensity j in the set defined as

p(j) =
!

J!J
p(j|J)p(J), (2)

and with an a priori uniform probability distribution over the candidate images, we are e!ectively summing the
histograms of the images in the set J defined on the same grid of bins:

Histogram(J ) =
!

J!J
Histogram(J). (3)

The joint probabilities of an intensity i in the candidate reference with an intensity j in the set J are defined
analogously as

p(i, j) =
!

J!J
p(i, j|J)p(J), (4)

also coming down to a summation of the joint histograms:

JointHistogram(I,J ) =
!

J!J
JointHistogram(I,J). (5)
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In the case where J consists of only one image, this reduces to the standard MI.

In the same fashion we can compute a groupwise normalized MI (GWNMI):

GWNMI(I,J ) =
H(I) + H(J )

H(I,J )
. (6)

In the remainder of this work, any mention of GWMI can be replaced with GWNMI without loss of generality.
In the Results section it will also become apparent that there is little reason to consider using one over the other
as far as the outcome is concerned.

Using a leave-one-out approach where I # J , we obtain a reference candidate through

Iref = argmax
I

GWMI(I,J \ I). (7)

That is, we attempt to find the image I which carries most information about the population.

From the construction of the histograms over the sets it follows that the histogram of J \ I and the joint
histogram of I and J \ I will be dominated by a subset of J (and of J \ I) that represents images that are
alike, assuming that there is only one such subset. In such a case, the image with the highest GWMI is likely
to be a member of that subset, while other members would also be viable candidates. The subset itself could be
analyzed using the pairwise application of traditional MI to establish whether it consists of a single cluster of
images. If not, this could be a reason to opt for atlas stratification.7

2.1 Atlas Construction
For a qualitative evaluation, we constructed atlases using all our subjects. Our nonrigid transformation is
modeled as a composition of B-splines, each of which is constrained to be di!eomorphic,8 and at increasing
level of detail.9 The total transformation is given by Ttotal = T8 $ T16 $ T32, with the subscripts indicating, in
millimeters, the B-spline control point grid spacings. As each of the three deformations in the composition is
di!eomorphic, Ttotal is also guaranteed to be di!eomorphic. For the computation of the mean deformation, the
log-Euclidean framework is employed.10 Our optimizer is a quasi-Newton optimizer.11

3. RESULTS
3.1 Data
Our test data consists of 20 multi-slice computed tomography (MSCT) volumes of the human heart, of 512!512
pixels in-plane and around 60 slices each at a spacing of 0.4! 0.4! 2.0 mm. All measurements were done within
a thresholding mask, including only locations where the voxel intensity value fell within the ("1000 · · ·1500) HU
range in all images. Because computation of the score involves addition of histograms, it is generally not possible
to apply our method to other modalities without a prior intensity standardization step.

3.2 Computational Aspects
GWMI is computationally inexpensive compared to registration. However, implementation details find a tradeo!
between memory consumption and time. For very large-population atlases, memory consumption is the most
pressing issue. Therefore our implementation is memory e"cient, having no more than two images in memory
at any given time, but requiring many disk operations. Figure 1 presents timings for the algorithm with varying
numbers of subjects, picked randomly from our set of 20, after a"ne registration to the same subject". This
latter condition allows comparison between images of equal size.

The complexity of computing the GWMI is O(n2) for n subjects; this is not di!erent from exhaustive cross-
registration. However, the implicit constant in this complexity is defined by the iteration through an image
rather than performing a registration.

!The machine used was equipped with an Intel Core i7 920 CPU, running at 2.67 GHz, with 6 GB of RAM.
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3.3 Noise
The property that the score should favor ‘clean’ images is illustrated in Fig. 2a. A central slice of one image
in our data set was taken, and 50 increasingly noisy copies were generated to form a set. This was done using
both additive and multiplicative noise. In Computed Tomography (CT), the noise is typically additive due to
the photon energy distribution as well as system noise. The figure shows a decreasing score for images with
increasing noise levels, reflecting a faster increase of the joint entropy compared to the individual candidate
image entropy, and a decrease in the entropy of the set, the second term in Eq. (1).

3.4 Global Alignment
The GWMI score clearly increases as the images are a"nely registered, as is shown in Fig. 2b. While it is not
immediately apparent that the ranking of candidates changes, this may be coincidence. It should be noted,
however, that the general location of the heart within real-world coordinates is quite stable, and that therefore
most of the variation removed by the a"ne registration is due to rotation and size, weaker contributors to
similarity than translation.

The a"ne registration that precedes the computation of the GWMI measure also requires a reference to
be chosen. However, our results show that the chosen reference does not influence the GWMI-based selection
much (see Fig. 3); regardless of the subject used as the reference for the a"ne registration, dramatic changes in
ranking for subjects are only observed in the middle segment (not plotted in Fig. 3). At the top and bottom of
the ranking, changes are observed only rarely, which is very desirable. With pose variations removed from the set,
it is the shapes embedded in the images that are evaluated for their representativity of the other shapes. Thus,
while it still deserves preference to continue the atlas construction from the images that were a"nely registered
to the reference chosen for the nonrigid registration (that is, chosen based on GWMI), it may not be necessary
to carry out an exhaustive cross-registration with a"ne transformations before the selection procedure. This
makes the complexity of this preprocessing step linear with respect to the number of subjects.

3.5 Typical Elements
By adding more copies of one of J ’s elements (I) to J , we show that the metric does favor the most typical
element. However, the number of copies required to elevate a volume’s GWMI to the level that makes it the
reference of choice, clearly increases as I is more of an outlier (lower GWMI score). This is illustrated in Fig. 4.
Once this necessary number of copies has been added, the weaker the subject was initially, the lower its final
‘winning’ score was. In fact, this held for all subjects that required 5 or more copies, illustrating how this set
of copies represents a cluster largely disjoint from the remainder of the images; such a scenario would call for
further examination of the data set.

3.6 Quantification of Deformation
A comparison of GWMI scores with quantifications of the transformations is not presented; such a comparison
would imply having reached the global optimum in the registration step, which is not guaranteed by the opti-
mization strategy11 but depends on the initialization. Unless the optimum found is global, the transformation
required to achieve the obtained similarity metric value is not unique, and neither will any quantification of the
transformation.

We do, however, perform statistics on the local mean deformations represented as vector fields derived from
the B-splines. A comparison between means and percentiles of vector magnitudes is presented in Fig. 5. It shows
that up to the 75th percentile the vector magnitudes in the strongest candidate are clearly smaller than those
for the other candidates, but more importantly that the vector magnitudes for the weakest candidate are very
clearly larger than the rest. This means that this candidate is indeed further away from the population mean
than the other candidates.
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Figure 1. The computational cost in time of the GWMI, for sets of increasing sizes. The sets containing fewer than 19
subjects were obtained by random permutation of the indexes of our 20 subjects and using the first 5, 10, . . . subjects.
This was repeated 100 times. The data for the sets of 19 subjects was obtained using leave-one-out.

3.7 Qualitative Inspection
Qualitative results are presented in Fig. 6. It shows the two candidates deemed most and least fit to serve as the
initial reference (respectively corresponding to the solid and dotted lines in Fig. 3a). While our focus is on the
registration of the heart, the intensity window we use covers everything from the air in the lungs to the bone of
the ribs, sternum and spine. The only parts that are consistently eliminated from both the GWMI computation
and the registration are the electrocardiogram leads and the area outside the field of view (this corresponds to
the top and bottom, anterior and posterior parts of the vector fields depicted in Fig. 6). Additionally, some
sternal cortical bone tends to be removed, while for one subject the leads of an implantable assist device and
starvation artefacts related to the device fall outside the intensity window.

4. CONCLUSIONS
We have developed a computationally inexpensive means for the selection of an initial reference for automated
atlas construction based on nonrigid registration, which requires only a number of prior a"ne registrations that
is linear in the number of subjects. The method requires only three parameters: the resolution of the histogram
and the two bounds of a possible image intensity window.

We have shown that the reference selected before the necessary a"ne transformation preceding the nonrigid
registration does not significantly influence the choice of reference afterwards. By controlling the composition of
the set we show that the metric indeed moves towards the most typical candidate, and that the metric favors
clean image in the case of equal anatomy. The local mean deformation of the candidate chosen is smaller, albeit
not significantly so.

A limitation of the method is its usefulness in imaging modalities in which image intensity does not relate
straightforward to physical properties of the tissue imaged. This includes Magnetic Resonance, which alongside
CT represents the most extensively used modality for the construction of high-resolution computational atlases.

The features combined, taking into account the limitations, should improve the robustness of automated
atlas construction from CT imagery, as compared to the selection of a random reference, or initialization using
a voxel-wise mean of the population under zero deformation.
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Figure 2. (a) The e!ects of image noise on the (normalized) scores. The (+) symbols indicate additive noise (typical for
CT), the (!) indicate multiplicative noise. The normalized mutual information scores are indicated with markers only, as
opposed to a combination of markers and curves for the non-normalized scores. It is clear that ‘cleaner’ images will obtain
higher scores. (b) The e!ects of a"ne registration on the scores. The dark lines indicate the GWMI (above, dashed)
and GWNMI (below, dash-dot) of the non-aligned images; the light lines indicate these scores for the a"nely registered
images. Each of the lines represents a di!erent reference used for the a"ne registration.
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Figure 3. The influence of the subject used as the reference in the a"ne registration step. Each line represents the
development of the ranking of a subject based on its (a) GWMI or (b) GWNMI score. Plots for 10 subjects in the
lower middle segment have been removed for clarity, with both (a) and (b) showing the same set of subjects. The line
style reflects a (subjective) classification of suitability regarding both ranking and consistency therein. Solid line: strong
candidate; dash-dot: second-tier candidate; dashed line: very inconsistent candidate; dotted line: very weak candidate,
which should be avoided at all cost. As it happens, the small changes among the two solid line subjects in (a) occur when
the two dotted line subjects are used as a"ne registration reference.
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Figure 4. The GWMI versus the number of copies required to elevate the subject to the rank of highest GWMI. The
references used for the a"ne registration are (a) and (c) the strong candidates and (b) and (d) the weak candidates
as indicated in Fig. 3a (strong/weak candidate 1 is the generally top/bottom curve in Fig. 3a respectively). The solid
markers indicate these ‘a"ne reference’ subjects; the open markers indicate the subjects registered to these references.
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Figure 5. Percentiles and means of the vector magnitudes in the mean vector field. The (") markers indicate strong can-
didates, (#) markers indicate weak candidates. The solid and dashed lines with the smaller markers indicate percentiles,
the dash-dot and dotted horizontal lines with the larger markers indicate the mean magnitude.
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(a) (b)

(c) (d)
Figure 6. Vector fields of (a,b) the two strong candidates and (c,d) the two weak candidates. Through the red/dark and
dense areas in both (c) and (d), it shows that in general a greater amount of deformation was required to deform the
subjects’ images to match those of these weak candidates, as compared to the stronger candidates shown in (a) and (b).

This a pre-print version.
The final document is available at http://spiedigitallibrary.org/proceedings/


